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Abstract 

Noetica is a tool for structuring conceptual knowledge 
about concepts and the relationships between them. A 
knowledge represetnation system differs from a typical 
information system in that the knowledge is abstract, 
highly connected and includes knowledge about knowl
edge. Noetica represents knowledge using a strongly 
typed semantic network. By providing a rich type sys
tem it is possible to represent conceptual information 
using formalised structure. Further a class hierarchy 
is provided for all objects, and thus every object au
tomatically has a classificataion. It combines therefore 
the strengths of "free" semantic nets and object ori
ented programming languages. 

We also provide visualisation and query tools for this 
data model. Visualisation can be used to visualise com
plete set of link-classes, visualise a path while navigat
ing through the database, or visualise results of queries. 
Noetica supports goal-directed queries, which are a se
ries of user supplied goals that the user attempts to sat
isfy in sequence, and path finding queries which involves 
finding relationships between objects in the database. 
The power of this tool lies in its use for hyp9thesis gen
eration within a users own knowledge base and compar
ison of hypotheses among knowledge bases of several 
users. 

1 Introduction 

The role of computers in information technology has 
traditionally revolved around the needs of large infor
mation consumers such as business, industry, and gov
ernment. Here the demand has been for information 
systems that structure large amounts of regular data: 
stock control, inventory, transaction management, ac
counting, record-keeping, customer information, book
ing and lending systems. The dominant technology for 
such systems is the relational data model. The rise of 
the personal computer (PC) during the 1980s and 90s 
has led to the decentralisation of many of these sys
tems. Mainframe-based applications have evolved into 
client-server systems, but the data models them have 
changed little since the 1970s. 
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Personal computers and the growth of the home com
puting market has led to a rapid growth in m~!!.timedia 
information systems. Multimedia products include dig
ital encyclopedias, dictionaries, and reference material 
on a wide variety of subjects. Such systems include 
information in many forms (eg. text, sound, pictures, 
animations) but are generally structured using hyper
media concepts. A hypertext is a text document that 
can be navigated in a non-linear fashion by following 
references from place to place in the document. A 
hyper-media document is a hypertext that contains in
formation in forms other than text. 

Hypertext is an ideal tool for structuring conceptual 
information. Within a text almost any form of infor
mation can be represented; The text can be as sparse 
or as rich as desired. The phenomenal growth of the 
World Wide Web since 1992 demonstrates the popular
ity of the medium. However, text as a medium suffers 
an important drawback. Text can only be understood 
by natural-language speakers; natural language is of
ten ambiguous and there are many ways of expressing 
a concept. A user can only understand the content of 
a text by exploring it. Unless the texts are systemati
cally categorised using a non-textual scheme, it will be 
virtually impossible to locate a particular text based on 
its "meaning" or "content". This means that it is diffi
cult to design automata ( eg. query-answering systems) 
for locating information based on content. Text index
ing tools attempt to solve this problem by searching for 
key-words in the text, but this is seldom sufficient. For 
example, "Shall I compare thee to a summer's day ... " 
is not actually about "summer days", nor could one de
duce its meaning by simply analysing word frequency. 

Although there are many tools for organising sim
ple types of information there are few tools available 
for structuring knowledge. A knowledge-representation 
system differs from a typical information system in 
that: 

• Knowledge is abstract. Whereas a stock con
trol system can represent items using simple codes 
(such as model numbers and serial numbers), con
ceptual knowledge must often be expressed using 
natural language. 

• Knowledge includes knowledge about knowledge. 
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Typically, the design of data-bases involves the 
discovery of categories of things which are used 
in the process of building abstractions, and are 
then discarded.· A knowledge-base aims to rep
resent knowledge about classifications of things as 
well as the things themselves. In order to make 
deductions based on knowledge we need to know 
information about the assumptions that have been 
made. 

• Knowledge is highly inter-related. 

This document describes Noetica, a system for struc
turing conceptual knowledge: knowledge about concepts 
and the relationships between them. It begins by out
lining some of the goals that Noetica aims to achieve. 
Section 2 describes Noetica's data model and discusses 
some of the ways that this can be used in knowledge 
representation. Section 3 describes some of the tech
niques that Noetica offers to visualise complex infor
mation. Section 4 describes the query system. Due to 
space restrictions a sample application is not included 
here, the reader is refered to [4). 

2 Data Model 

Noetica is an information system designed for mod
elling conceptual knowledge: that is abstract knowledge 
about concepts and the relationships between concepts. 
Noetica represents knowledge using a strongly-typed se
mantic network. Fundamental objects are represented 
as nodes in a graph; relationships are represented as 
edges between nodes. Some other features of the sys
tem are: 

• By providing a rich type system it is possible to rep
resent certain types of conceptual information us
ing a formalised structure. For example, informa
tion on a "person" might include attributes such 
as "name", "date-of-birth", "portrait", "address", 
"biography". The type system includes textual ob
jects, so it is possible to build texts that have a for
mally defined structure. Using formal "templates" 
to representing classes of concepts ensures consis
tency ofrepresentation [1]. 

• By providing a class hierarchy for all objects in the 
knowledge base, every object automatically has a 
classification (albeit simple) based on what kind 
of object it is. Existing definitions can be refined 
using inheritance. For example, a "politician" is a 
sub-class of "person"; a politician inherits all the 
properties of people, and might have others in ad
dition such as "electorate", ''political-affiliation", 
"portfolio". 

• By providing a formal reference semantics 
(through reference types and links) it is possible 
for objects (textual or otherwise) to refer to each 
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other. Links are relationships between objects of 
specified classes and can be labelled with arbitrar
ily complex information (including text, other ref
erences, etc). Once a link is made, it is automati
cally possible to navigate in either direction with
out resort to queries (as is necessary if objects are 
linked using foreign keys in a relational model). 

• By providing a graphical grammar for structured 
objects it is possible to define structured types and 
browse structured data without resort to forms and 
queries. Graphical tools are also provided which 
allow complex networks of relationships to be vi
sualised in 2D or 3D space. 

• By providing a way of referencing external infor
mation (ie. files), any kind of information (such as 
documents, pictures, sounds) can be incorporated 
into the knowledge model. The user can define 
how the system is to handle these objects using 
external application programs. 

As a strongly-typed semantic network, Noetica has 
several advantages over "free" semantic networks (in 
which attributes can be assigned arbitrarily). 

• Consisteil.cy of representation is ensured, since all 
instances of a class must have the same well
defined structure. 

• Use of type extension (inheritance) means that it 
is easy to extend a knowledge model whilst retain
ing its semantics. This is important if knowledge 
models are to be interlinked, or shared between 
users. 

• Grouping objects into classes leads to more effi
cient queries, since processing involves sub-groups 
of the whole model. 

Noetica's type system resembles that of many "object
oriented" programming languages. However, it has sev
eral important advantages: 

• Every object is persistant, and references ("point
ers") between objects are maintained automati
cally. 

• Meta-level information is retained. This informa
tion is used for queries and for the visualisation of 
data. Complex data types can be editted automat
ically. Persistency of the type system means that 
the data model can be extended at any time. 

• Textual and file-reference types are built into the 
system. 

2.1 Overview 

Figure 1 summarises Noetica's type system. The basic 
types are shown, along with example values for that 
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type. There are three types of type. Simple Types 
are each associated with a predefined domain. These 
include numbers (Integer and Float), textual infor
mation (String and Text), and logical information 
(Boolean). Structured Types are used to build more 
complex types out of simple types. Record and Vari
ant types are each composed of a collection of named 
components. A record value contains all of the named 
components; a variant value contains only one of the 
named components and can thus be used to enumerate 
choices. A List value is an ordered sequence of values of 
the component type. The final class of type is the Ref
erence Type. File References refer to external files on 
disk. Object References refer to objects of a nominated 
class. An unusual feature of Noetica's type system is 
its inclusion of the type Type which can have a value 
that is a type. 

2.2 Relationship Models 

Relationships between objects can be defined using ref
erence values. Two approaches can be taken here. A 
first approach is to add reference attributes to objects 
in order to embody these relationships. This is termed 
the internal relationship strategy. 

An alternative approach is to define separate classes 
of objects to embody the relationships. This is termed 
the external relationship strategy, since the relation
ships are represented separately from the objects that 
are related. 

In comparing the two approaches it is important to 
consider how the information is to be accessed. The 
internal relationships model is better suited to naviga
tion. A question such "who are Charles' children" is 
answered by examining a single object i3. In the ex
ternal relationships model, we would have to examine 
all instances of class fatherof (or parentof using the 
alternative definition) to find references to i 3 . Such a 
search process takes an amount of time proportional 
to the number of relationships. Relational databases 
routinely rely on such searches and must use sophis
ticated indexing schemes to achieve high performance. 
Although either scheme can be implemented within a 
relational model, most relational databases do not have 
list types (such as Noetica's list type). This means that 
only 1-to-1 relationships can be represented using an in
ternal model; any kind of 1-to-n or m-to-n relationship 
must be implemented using an external model. 

A question such as "how many parents are there?" 
or "what is the average number of children?" re
quires a search of person' in the internal model; fatherof 
and motherof (or parentof) for the external model. 
Whether it is more efficient to search the objects or 
their external relationships depends on the relatedness 
of the objects. If only some of the people in the knowl
edge base are related to other people, there will be fewer 
external relationships than people, so a search of the 
external relation will be faster. If a person has (on av-
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erage) more than one child in the knowledge base the 
object search will be faster. 

A second important consideration is how the in
tegrity of the relationships is to be maintained. We 
need to ensure that a is a parent of b whenever b is a 
child of a. When relationships are external to the re
lated objects this is easier to achieve since there is only 
one object involved. However, constraints must be ap
plied to the relationship class. For example, motherof 
is a 1-to-N relationship: a mother may have N chil
dren, but a child may only have one mother (biologi
cally speaking, of course). With the internal model, the 
reference attributes themselves constrain the relation
ship order: a reference only permits one value, a list 
of references permits N However, a process is needed 
to ensure that the references are maintained in both 
directions. 

2.2.1 Links 

To answer some of these concerns, Noetica provides the 
concept of Links. Links are high-level binary relation
ships between objects in the knowledge base. Links 
employ both internal and external relationship models 
and may be labelled with arbitrary data types. Every 
link is a member of a link class. A link class is defined 
by: 

• The class on the "from" side of the relationship 
(fromclass). 

• The class on the "to" side of the relationship (to
class). This may be the same as the fromclass. 

• An attribute name for the link in the to-from di
rection (fromname). 

• An attribute name for the link in the from-to di
rection (toname). 

• A link order which can be: 1-to-1, 1-to-n, m-to-1, 
m-to-n. 

• A label type labeltype E T(C'). Thelabel is in
tended to represent: 

- Additional content about the relationship 
(where there may be auxiliary factors in
volved). This content may include other ref
erences, which means that any number of ob
jects can be related by a link class. However, 
only the two base link references will be main
tained automatically. 

- meta-content about the link (such as who 
added the link, the source and reliability of 
the information) 

The type of the instances of link class le is: 

a(lc) =[from: Ref(fromclass), 

to : Ref( toclass), label: labeltype] 
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Type Form Example Value 
Simple Types 
Integer Integer 42, 0, -92073421 
Float Float 3.1415926535, 6.02252 X 1Q23 

String String "how long is a piece of string?" 
Boo lean Boo lean True, False 
Text Text '"Twas brillig and the slithy toves 

Did gyre and gimble in the wabe" 
Unity Unity Unit 
Type Type [name : String, age : Integer] 
Compound Types 
Record [al: t1, ... ,an: tn] [a1 =VI, ... , an= Vn], Vi: ti 

[name: String, age: Integer] [name= "Joe Bloggs", age= 21] 
Variant (al: h, ... ,an: tn) (ai : vi), vi : ti 

(mr, ms, other: String) (ms), (other= "sir") 
List (: t) (v1, ... ,vn), Vi: t 

(:String) ("a", "list", "of", "strings") 
Reference Types 
Ref Ref(c) reference to any object of class c 
FileRef FileRef reference to any file 

Figure 1: Overview of Noetica data types. 

When a new link class is defined, the attribute 
to name is added to class fromclass, as either type 
Ref( toclass) or (: Ref( toe lass)) according to whether 
the relationship is a 1-to- or m-to- relationship. Sim
ilarly, jromname is added to class toclass. The new 
link class is also inherited by all sub-classes of from
class and toclass, since these all inherit the attributes 
toname and fromname (respectively). 

Whenever a new link of class le is added between 
objects o1 of class fromclass and o2 of class toclass: 

1. The user is prompted for a label n and a new link 
object 

(l, [from= o1, to= 02, label= n], le) 

is added to the object set. 

2. The toname attribute of 01 is adjusted to reference 
02. 

3. The fromname attribute of 02 is adjusted to refer
ence 01. 

4. A reference to l is added to the hidden links field 
of both o1 and 02. 

The system checks that the link order is not violated by 
the addition of a link. For example, if there is already 
a link defined for a 1-to- relationship the user may be 
given the option of replacing the old link with the new 
one. Whenever a link is removed, the above actions 
are reversed, maintaining both internal and external 
referential integrity. 

Noetica's hybrid relationship model offers the follow
ing advantages: 
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• Automatically maintains referential integrity of 
knowledge base. 

• Internal relationship model results in efficient nav
igation. All objects related to a given object o 
can be located by examining a single object o; no 
queries are necessary. 

• External relationship model results in efficient 
query over a link class. If the number of links is 
less than the number of linked objects this leads 
to significant performance gains for aggregate and 
enumerative queries. From any ·link l, the linked 
objects can be located by examining a single object 
l; no queries are necessary. 

• It does not impose a particular way of viewing re
lationships. Users may consider relationships to be 
internal or external. 

• Links are considered to be high-level attributes of 
objects, and are thus inherited in the same way 
that regular attributes are inherited. Thus, the 
semantics of a relationship is preserved by later 
extensions of the related classes. For example, if 
the link class "A/B" links class X and Y, it also 
links sub-classes (extensions) of X to sub-classes of 
Y. 

Disadvantages of the hybrid relationship model in
clude: 

• More storage is required since there is redundancy 
in the representation of links. In the current imple
mentation, the hybrid model requires 28 bytes per 
link more than the equivalent external relationship 
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Figure 2: Schematic view of objects in Noetica's link 
model. 

model (one attribute name and two references per 
object). 

• More time is required adding links. In the exter
nal relationship model, adding a link requires the 
creation of one object (the link) and the update 
of one object (the link class, which enumerates all 
instances). In addition, the hybrid model requires 
an update of both linked objects (two object up
dates). Effectively, the hybrid model doubles the 
time required for link addition. The cost is consid
ered an acceptable trade for the advantages listed 
above. Most links are added interactively by a user 
(to whom the additional delay is imperceptible) . 

Figure 2 shows the referencing involved when objects 
and links are created. Classes (regular or link-class) and 
their instances refer to each other. Links refer to the 
linked objects (this is true in an external relationship 
model). In addition, the linked objects also refer to the 
links, meaning that link data can be found rapidly with
out resort to queries. Linked objects also refer to each 
other (internal relationship model), meaning that all 
the information required for navigation is represented 
within the object itself. 

3 Visualisation 

In a relational data model, objects correspond to rows 
in a table. Any attribute of an object that involves col
lections of things must be represented using external 
relationships. Visualising objects in a relational data 
model requires the construction of "forms" or "reports" 
that interpret the relationships and present the infor
mation to the viewer. In a situation where an object 
is complex this can involve a series of queries to gener
ate sub-forms (that is, a form contained within another 
form). 

Noetica's data model includes formalisms for defining 
collections and references. This means that the system 
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is able to meaningfully display any object that the user 
can define. The following section describes Noetica's 
visualisation system. 

3.1 Data structure visualisation 

N oetica uses a graphical diagramming system to 
present complex objects to the user. Each structured 
value (List, Record or Variant) is expanded to a tree 
diagram in which the leaves represent the component 
attributes (for Records or Variants) or elements (for 
Lists). 

References are handled in different ways depending 
on the type of reference being displayed. One approach 
is to expand the referenced object as a sub-tree, but to 
link it to the main tree using an arrow rather than a 
straight branch. This allows the user to visualise the 
referenced object as part of the original object. Obvi
ously such a display would quickly become very com
plex in a situation where objects are highly interrelated. 
Thus, the user has the option of specifying whether such 
references are to be expanded or not. References are 
not expanded if the referenced object is already part 
of the display (for example, mutually referencing ob
jects). A second approach is to treat the references in 
the same way as hyper-links are treated in a hypertext. 
This approach is used for Links: a brief summary of the 
link name and referenced object it displayed. Clicking 
on the summary jumps the user to a display of that 
object. 

Users are presented with a graphical structure dis-
play when: 

• Defining a class (that is, specifying the type cr( c)) . 

• Defining the value for an object. 

• Defining the label for a link. 

Figure 3 shows Noetica's class editor. The "name" 
section shows the name of the class being defined. The 
"superclasses" section allows the user to add and delete 
superclasses for the class. In the example, object is the 
only superclass. The display lists both direct (ie. speci
fied by the user) superclasses, and indirect superclasses 
(superclasses of direct superclasses). The "inherited 
type" section shows the type inherited from the super
classes. This cannot be changed by the user. In the 
example, class Person has inherited the name from ob
ject. The "local type" section shows the type specified 
by the user. In this example, the resultant type is: 

name : String, 
title : ( mr, ms, other : String), 
address:(: [street:(: String),postcode: Integer]) 

The "link types" section shows the link classes that 
have been defined for Person. Attributes associated 
with link classes are not shown as part of the local or 
inherited type. 
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Figure 3: Noetica's class editor. 

Figure 4 shows Noetica's instance editor. Here it is 
being used to create an object of class Person defined 
in the previous figure. The "Object" section shows the 
value of the new object. In this example it is: 

name= 
title= 
address= 
((street= 

(street= 

"Joe Bloggs", 
(other= "Sir"), 

( "2067 Hill Way", "Kelmscott") 
,postcode= 6111), 
("PO Box 434", "Armadale"), 
postcode= 6112)) 

The "links" section is used add, delete and follow links. 
A link is normally presented by displaying attribute 
name (the toname attribute of the link class) and the 
name of the target object. The label for each link is op
tionally displayed using the normal structure display. 
Clicking on the link using the Select button commits 
changes to the current object, and jumps to the tar
get object. In this way, the user can navigate between 
objects as they would navigate a hypertext. 

Clicking the mouse Menu button over the links dis
play activates a menu that allows the user to 

1. Add a link to an existing object. The user is 
prompted to choose a link type, and the system 
displays a browser allowing the user to select the 
desired object of the appropriate type. 

2. Add a link to a new object. The user chooses a link 
type, and the system displays a browser allowing 

Autumn 1997 

17 

Fig~e 4: Noetica's instance editor. 

the user to select the class for the target object 
(this is necessary if, for example, link's target class 
has sub-classes). The system creates a new object 
and links this to the previous object, allowing the 
user to fill in the specifics of the new object. 

3. Delete the link that the mouse is positioned over. 

4. Display an arbitrary object selected using a 
browser. 

3.2 Visualising Relationships 

Noetica's structure-diagramming system is used to vi
sualise the internal structure of objects. Noetica also of
fers graphical visualisation of the relationships between 
objects. Noetica's knowledge base is structured as a 
collection of objects connected by links. Every subset 
of the knowledge base can be mapped onto a graph, in 
which the nodes of the graph are objects and the arcs 
in the graph are links. A graph visualisation tool [3] 
allows these graphs to be arranged and manipulated in 
two- or three-dimensional space. 

Graph visualisation has several functions within 
Noetica. 

• It can be used to visualise complete sets of link
classes. The user selects one or more link-classes 

' and the system displays all objects that are linked 
by instances of these link-classes. By its nature, 
the layout algorithm tends to isolate clusters {or 
equivalence classes) of objects. A query such as 
"show me all songs and their composers" {shown 
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in the Figure) partitions the songs and composers 
into disjoint subsets of mutually-related objects. 
The graphical layout makes this clear where other 
forms of reporting may not. 

• It can be used to visualise a path while navigat
ing the knowledge-base. As the user follows links 
from object to object, the followed path may be 
displayed as a graph. By clicking on nodes in the 
graph, the user can return to a previously visited 
object. 

• It can be used to visualise the results of queries. A 
query such as "show me the relationships between 
object A and B" can draw annotated diagrams of 

-the relevant paths through the knowledge base. 

Query System 

Two types of queries are supported within Noetica. 
Goal-directed queries consist of a series of goals, which 
the system attempts to satisfy in sequence. Some goals 
may be satisfiable in several ways; other goals may not 
be satisfiable. The system employs a backtracking sys
tem to find all solutions to the query. Path-finding 
queries involve finding relationships between objects in 
the knowledge base. Each path consists of a series of 
links and objects that define a relationship between two 
objects. 

Noetica's query language (NQL-1) is simple inter
preted language with LISP-like syntax. It is intended 
as a demonstration of goal-directed and path-finding 
queries. 

4.1 Goal-Directed Queries 

A problem is a series of goals that must be satisfied. In 
satisfying goals, the system binds values to variables. 
A solution is a set of bindings that satisfy the problem. 
The solve function has the following representation: 

(solve goal_! goal_2 ... goal_n) 

The solve function attempts to satisfy each goal in 
sequence. When a goal fails, the system backtracks and 
attempts to resatisfy the previous goal. In this respect, 
it us similar to the resolution system of Prolog [2]. A 
goal can be: 

1. Any NQL-1 expression. This goal succeeds when
ever the expression evaluates true (non-nil). 

2. (Class <name> <var>) . This goal succeeds 
whenever <name> evaluates to a string which is the 
name of an existing class, and <var> is an unbound 
variable name. The variable will be bound to each 
instance of the named class in turn. 

3. (Link <name> <var>). This is similar to the 
above, except that <name> must name a link class. 
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4. (GetProp <obj> <name> <var>) This goal suc
ceeds whenever 

<obj> evaluates to a number, which is the 
object ID of an existing object. 

<name> evaluates to a string, which is the 
name of one of the object's properties. 

<var> is an unbound symbol. 

The symbol <var> will be bound to each value of 
the named attribute. Currently, NQL-1 only sup
ports the following Noetica attribute types: 

String: <var> is bound to a string. 

Ref(class): <var> is bound to a number (the 
object ID). 

(Ref(class)): <var> is bound to each object 
ID in turn. 

Typically, the final goals in a query perform some 
action with the accumulated solution. This may involve 
simply writing out the values. It may also involve more 
complex actions such as building data structures for the 
purposes of visualisation or reporting. The following 
examples illustrate some features of the goal-seeking 
query system. 
Example 1. Find the names of all performers that 
have recorded songs composed by "Paul McCartney". 
This example uses the fact that links are represented 
internally to each object (as well as in an external ta
ble). Using GetProp to find the value of a link attribute 
is equivalent to following the link. 

(solve 

) 

(Class "person" pi) 
(GetProp p1 "name" p1name) 
(equal p1name "Paul McCartney") 
(GetProp pi "composed" song) 
(GetProp song "name" sname) 
(GetProp song "depicted_by" sound) 
(GetProp sound "performed_by" performer) 
(GetProp performer "name" pname) 
(write pname " performed " sname nl) 

4.2 Path finding 

Finding a path linking two objects is equivalent to find
ing an explanation of the relationship between them. 
Such a relationship may involve intermediate objects 
and links. If there are many relationships, there will 
be many paths to be found. Goal-directed querying 
specifies a regulated navigation of the knowledge-base. 
Path-oriented queries allow for "free-form" querying in 
which the user does not need advanced knowledge of 
which links, or how many links are involved in the re
lationship. Languages such as SQL cannot express this 
type of query since all possible linkages must be explic
ity defined within an SQL query using join operations 
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on tables. Often, the number of types paths is large 
(possibly infinite) and it is not practical to enumerate 
them all at query time. 

Examples of such queries are: 

• What is the relationship between object A and ob-
ject B? 

• Which instances of class Care related to object A? 

Noetica supports two types of path-finding: 

• General path finding. Here, the user specifies two 
objects and a path length. The system finds all 
paths between the objects with the specified length 
or less. This form of path-finding can be computa
tionally very expensive, since the number of paths 
generally increases exponentially with the length 
of the path. Noetica performs exhaustive path
finding by depth-first search, but uses some novel 
techniques to prune the search tree. 

• Shortest path finding. Here, the user specifies two 
objects and the system finds the shortest path be
tween them. Noetica uses a modified breadth- first 
search to find shortest paths. 
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In order. to efficiently find paths from a to b at the 
instance-level, we build a graph (the path map) that 
contains just those paths that join A to B at the class 
level. Since the number of classes is generally small 
(of the order of 10 to 100 classes), this can be built in 
negligible time. The path map is a finite-state transi
tion diagram that shows at each step, which link classes 
will lead eventually to the desired target class. When 
searching for paths amongst instances, we keep a record 
of our place in the path map. Links at the instance level 
that are not in the path map are not followed. This 
occurs at point (1) in the traversal algorithm (Find
Path above), and can dramatically reduce the number 
of links to follow. 

To illustrate this procedure, suppose we want to find 
paths from u1 to x1. The path map is shown in Figure 
6. 

Figure 6: Path map for paths between u1 and x1. 

From the pa~h map, it is clear that the only possible 
4.2.1 General Path Finding paths are of length 2. Starting at u1, we have a choice 

of 4links: a2, a3, c1, and c2. The path map tells us that 
A naive path-finding algorithm (below) starts at a node only links of class A should be followed, so c1 and c2 
and recursively follows links until it reaches a destina- are discarded. Following a3 leads us to v1 (and V in the 
tion, or reaches the path length limit. By following map). Here, we know that there is no point following 
every link at {1), the naive algorithm examines many a4 , since only B class links will reach class X. Thus, 
paths that may never reach the goal node. we follow b2 to X2 (and X in the map). This is not our 

PROCEDURE FindPath(Jrom, to : Node; path : NodeList; goal, and we know that no other links will get us there 
links : LinkList) from here, so h can be ignored. Backtracking to u1, 

IF from= to THEN we follow a2 to v2 (and V). a1 can be discarded, so we 
path is a solution follow b1 to X1 which is our goal. Although there are a 

ELSEIF length > 0 THEN total of 6 distinct acyclic paths, we have followed only 
FOR EACH link l from node from to node next DO (l)two: {u1, VI> x2), (ub v2, x1). 

IF next is not in path THEN Although a path map will often define a fixed-length 
FindPath( next, to, Append (path, next), path, this is not always the true. Consider paths from 

Append(links,l), length- 1) u1 to y1. In this case, the path map is shown in Figure 
END FindPath; 7. 

In many cases, the types of possible paths can be de
termined in advance. Noetica does this by examining 
the Class/LinkClass relationships defined in its knowl
edge base. Consider the situation depicted in Figure 
5. The top section of the figure depicts a set of link-
ages between classes. Each node is a class, and the 
edges are link-classes relating those classes. The bot
tom section of the figure depicts a set of linkages be
tween instances. Every node (labelled in lower case) 
is an instance of a class (labelled in upper case). Sim
ilarly, every edge is an instance of a link-class. The 
class-linkages and object-linkages are isomorphic. For 
every path from instance a to instance b, there is a 
corresponding path from class A to class B. However, 
many paths amongst instances will share a single com
mon path amongst their classes. 
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Figure 7: Path map for paths between u1 and y 1• 

Since there is a cycle in the map at W, paths may be 
of any length greater than 2. In the example there are 
two such paths, {ut, w1, w2, Yl) and (ut, w3, yt). Only 
acyclic paths amongst instances are considered, so the 
link e1 is never used. 

The precise gains achieved by this technique depend 
on the nature of the relationships in the knowledge 
base. In the worst case, the number of possible paths 
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-------------·······················-------------------··-----------------------J .. ~!-~~~-!_i_~~~~~---------
! Instance linkages 

Figure 5: Example class linkages and instance linkages. 

of length pis O(lP), where l is the number of links per 
node. By reducing the available link choices to l/m, 
the saving is a factor of 0( mP) path traversals. 

4.2.2 Shortest Path Finding 

In general, the number of paths between objects will be 
large. Asking for all paths is a meaningless question, 
since the answer will include all paths betw~en all other 
objects related to those in question. It is important to 
limit the length of the paths in order to make some 
sense of the answers. 

Finding the shortest path between two objects is akin 
to asking for the "simplest" relationship between them. 
Noetica solves the "shortest path" problem using a kind 
of "breadth-first" graph traversal. To find the short
est path between a and b, the system maintains two 
sets of objects A and B. It expands either A or B 
{whichever is smallest), by adding all objects that are 
referenced by an object in the set, but are not already 
in the set. This procedure continues until a node from 
the other set is found. This does not necessarily deliver 
all of the shortest paths (there may be many of equal 
length). Objects are added to the set only once, so if 
there are multiple links to an object only one will be 
recorded. However, the system performs well even for 
large numbers of nodes. It requires space proportional 
to the number of nodes (not the number of paths) and 
takes a number of iterations proportional to the path 
length. During each iteration, nodes on the "frontier" 
of the set (added during the last iteration), must be 
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read from the knowledge base in order to determine 
their links. This is the major time factor within the al
gorithm, since it is an 1/0 bound task. Thus, the time 
taken by of the algorithm is proportional to the number 
of nodes in AUB when the intersection is finally found. 
In the best case (a linear graph) this is just p. In the 
worst case (all nodes have to be visited) it is n. Thus, 
the time complexity lies somewhere between O(p) and 
0 ( n), depending on the graph. 

4.2.3 Visualising paths 

Noetica currently contains two ways of interpreting 
paths: textual and graphical. A textual description 
lists the objects on the path and the links that were 
traversed at each step. For example, the query: 

(PrintFPaths 
(NameObj "person" "Elton John") 
(NameObj "person" "Paul McCartney") 
8 

finds the shortest path between the two named objects, 
up to a length of 8 links. One of the results is: 

Elton John performed LITSWD / John de
picts Lucy In The Sky With Diamonds com
posedBy John Lennon memberOfThe Bea
tles member Paul McCartney 

The complete solution (using the GraphFPaths query) 
is shown graphically in Figure 8 (link labels are omitted 
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Figure 8: Three dimensional visualisation of the results of a path query. 

for clarity). The nodes are placed in three-dimensional 
space, and the user can rotate the view and shift the 
node placement as desired. 

Due to space restrictions, we are unable to include a 
full example and details of the visualisation tool. Read
ers are refered to [4] for further details. 

5 Acknowledgements 

We thank Kim Shearer for his assistance in preparing 
this document. 

References 

[1] Luca Cardelli. A semantics of multiple inheri
tance. In Stanley B. Zdonik and David Maier, ed
itors, Readings in Object Oriented Database Sys
tems. Morgan Kaufmann, 1990. 

[2] W F Clocksin and C S Mellish. Programming in 
Prolog. Springer-Verlag, New York, 1981. 

[3] Thomas M J Fruchterman and Edward M Reingold. 
Graph drawing by force-directed placement. Soft
ware -Practice and Experience, 21(11):1129-1164, 
1991. 

[4] Stewart Smith, Svetha Venkatesh, and Dorota 
Kieronska. N oetica: tools for visualising and mod
elling data. Technical report, Curtin University of 
Technology, 1997. 

Autumn 1997 Australian Journal of Intelligent Information Processing Systems 




